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Gradient Boosting for Regression



Gradient Boost — Main Idea

Ht(ari‘g)ht F:\;t:::e Gender W(i'g)h '
1.6 Blue Male 88
1.6 Green  Female 76
1.5 Blue Female 56
1.8 Red Male 73
15 Green Male 77

1.4 Blue Female 57
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Gradient Boost — Main Idea

Height Favorite Weight
(m) Color S (kg)

1.6 Blue Male 88
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Gradient Boost — Example

verage Weig ht

The first thing we do is
calculate the average

m Weight.

88
76
56
73
il

57




Example

Average Weight

m This is the first attempt at
predicting everyone’s weight.
88
76
56
73

7

57




EXa m p I € Average Weight H

ST > e e

The next thing we do is build
a tree based on the errors
from the first tree.



Example

Average Weight

\ The errors that the previous tree

made



Example

Average Weight
The errors that the previous tree
m made are the differences between
the Observed Weights

88
76
56
73

(Observed Weight -
77

57




Example

Average Weight

The errors that the previous tree
made are the differences between
the Observed Weights and the
Predicted Weight, 71.2.

(kg)
88
76
56
73
(Observed Weight - Predicted Weight)
77

57




Example

Average Weight

Weight

(ko) Hesidual ...and save the difference,

16.8 which is called a Pseudo
Residual, in a new
column.

(88 - 71.2) =[16.8




Example

Average Weight NOTE: The term Pseudo Residual is based —
on Linear Regression, where the difference
between the Observed values and the
Predicted values results in Residuals.

Weight

Residual

(kg)
16.8

Residuals




Example e

Now we will build a Tree

Height Favorite Gonder Residual
(m) Color

1.6 Blue Male 16.8
1.6 Green  Female 4.8
1.5 Blue  Female -15.2
1.8 Red Male 1.8
1.5 Green Male 5.8

14 Blue Female -14.2



Example

N

Remember, in this example we
are only allowing up to four
leaves...

...but when using a larger dataset,
it is common to allow anywhere
from 8 to 32.



Example o

- Height<1.6

Holgt | Favorie | ooy Residual
(m) Color

So we replace these
residuals with their
average.

(-14.2 + -15.2)

=-14.7



Example frs

Color not Blue -

Height Favorite Bandlor Residual
(m) Color

So we replace these
residuals with their
average.

(1.8 +5.8)
2




EXa m p I e Average Weight %
+

W Color not Blue

I B

Now we can now combine
the original leaf...



EXa m p I e Average Weight %
+

W Color not Blue

...with the new tree...



EXa m p I e Average Weight %
+

W Color not Blue

X B

...to make a new
Height Favorite . .~ Weight Prediction of an
(m) Color bz (kg) o 10 y .
individual’s Weight from

the Training Data.

1.6 Blue Male 88



Exa m p I € Average Weight | Ge"def=F :

+

Color not Blue -

...S0 the Predicted Weight =71.2 + 16.8 = 88



Example

Predicted Weight = 71.2 + 16.8|= 88

Height Favorite
(m) Color

Weight
(kg)

Gender

Is this awesome???
1.6 Blue Male



Example

Predicted Weight = 71.2 + 16.8 = 88

Height Favorite . .~ Weight No. The model fits the

Training Data too well.

()] Color ke (kg)

1.6 Blue Male 88



Example

Predicted Weight = 71.2 + 16.8 = 88

. In other words, we have
Gender eigh .
(m) Color (kg) low BIaS, but probably
1.6 Blue  Male 88 very high Variance.

Height Favorite




Example,

e Welght - Gender=F

== Learning Rate X

Color not Blue

Gradient Boost deals with this
problem by using a Learning Rate
to scale the contribution from the
new tree.



Example,

verage Weight L

== Learning Rate X

Color not Blue

Gradient Boost deals with this
problem by using a Learning Rate
to scale the contribution from the
new tree.

The Learning Rate is a value
between 0 and 1.



Example

Predicted Weight = 71.2 + (0.1 x 16.8)|= 72.9

-

With the Learning Rate set
to 0.1, the new Prediction
isn’t as good as as it was
before...




Example

- Gender=F

Average Weight

4+ 01 X

Predicted Weight = 71.2 + (0.1 x 16.8)|= 72.9

Color not Blue -

...but it’s a little bit better
than the Prediction made

with just the original leaf,

which predicted that all
samples would weigh 71.2.



E |
o x5
Mo

EZE 0 EB D

In other words, scaling the tree
by the Learning Rate results in
a small step in the right
direction.




|
Example o %
Fax

0 N

So let’s build another tree so we can take
another small step in the right direction.



Example

Just like before, we calculate the
Pseudo Residuals, the difference
Weight o .. between the Observed Weights and our
(kg) latest Predictions.
88

76 4« Residual = (Observed - Predicted)
56
73
77

57




Example

- Gender=F

Average Weight

Height Favorite Barniar

(m) Color

1.6 Blue Male

V@z (88 -(71.2 + 0.1 x 16.8))
=15.1

...and we save that in the
column for Pseudo Residuals.



Example

Average Weight Lo i

D g
- ' | Height<1.6_

Height Favorite Ounder Weight

Residual

(m) Color (kg)

Residual = (Observed - Predicted)

14 Blue Female 57 -12.7



Example

Average Weight
ﬁ - 0.1 X -
b van

. 147 ] 48 168
Residual Residual

16.8 15.1

The new Residuals are all
4.8 4.3 smaller than before, so
o e we’ve taken a small step in
the right direction.
1.8 1.4
5.8 54

-14.2 -12.7



Exa m p I %ow let’s build a new

tree to predict the
new Residuals.

Height Favorite

(m) Color

1.6 Blue Male 15
1.6 Green  Female 4.3
1.5 Blue  Female -13.7
1.8 Red Male 1.4
1.5 Green  Male 5.4
1.4 Blue  Female -12.7




Example

Average Weight
n2

[

Just like before, we start
with the initial Prediction...

Height Favorite Gender

(m) Color

1.6 Blue Male




Example

- Gender=F

Average Weight

N 4+ 01 X

Color not Blue

...and the scaled amount
from the second Tree.

Gender=F

Height Favorite

Gender

(m) Color Color not Blue

1.6 Blue Male




Example

That gives us...

71.2 + (0.1 x16.8) + (0.1 x 15.1)

=74.4




Example

13.6

16.8 15.1

4.8 4.3 3.9

-15.2 -13.7 -12.4

" i .8 Each time we add a tree to
the Prediction, the

5.8 5.4 5.1 Residuals get smaller.

14.2 127 11.4



GB Algorithm

Input: Data {(x;,y,)}_,, and a differentiable Loss Function L(y,, F(x))
Step 1: Initialize model with a constant value: Fiy(x) = argmin )" L(y,.7)
r =l

Step 2: form =1 to M.

oL(y;, F(x;
(A) Compute r;, = - [ 05 15D fori=1,..n
OF0) ) p=r, 0

(B) Fit a regression tree to the rim values and create terminal
regions Rjm, forj=1...dm

(C) Forj =1...Jm compute 7;, = argmin Z L(y, F,,_i(x) +7)

X.ER:;
] i~V

(D) Update F,(x) = F,,_(x) +v ) 7,l(x € R;,)

=l

Step 3: Output F,(x)



GB Algorithm

Input: Data {(x;,y;)}'_, | and a differentiable Loss Function L(y, F(x))

The Loss Function that is most
commonly used when doing
Regression with Gradient Boost is...

% (Observed - Predicted)?

Weight
()]
88

76

56




GB Algorithm

The reason why people choose this Loss
Function for Gradient Boost is that when we
differentiate it with respect to “Predicted”...

/

d
d Predicted

% (Observed - Predicted)?



GB Algorithm

...then the 2/2 cancels out...

J

% (Observed - Predicted) x -1




GB Algorithm

...and that leaves you with the
Observed minus the Predicted
multiplied by -1.

=-(Observed - Predicted)




GB Algorithm

In other words, we are left with the
negative Residual, and this makes the
math easier since Gradient Boost uses

the derivative a lot.

=-(Observed - Predicted)




GB Algorithm

Input: Data {(x;,y;)}"_,, and a differentiable Loss Function|L(y, F(x))

The yi’s are the Observed values...

-;_-l(Observed - Predicted)?

88

76

56




GB Algorithm

Input: Data {(x;,y,)}_,, and a differentiable Loss Function L(y}, F(x)

i=1"

...and F(x) is a function that gives us
the Predicted values.

'

% (Observed t Predicted*




GB Algorithm

Step 14 Initialize model with a constant value: | Fy(x) = argmin )" L(y,.7)
/ i=1

We start by initializing
the model with a
constant value...



GB Algorithm
2 Loy

%(88 - Predicted)? +
1 _ The summation means
- (76 - Predicted)? + that we add up one Loss
4 _ Function for each
> (96 - Predicted)? Observed value...

(kg)

56




GB Algorithm

1
argmin P L(y;,7)
il

(88 - Predicted)? +

1 _ ...and the “argmin over gamma”
- (76 - Predicted)? + means we need to find a

Predicted value that minimizes
this sum.

o=

(56 - Predicted)?

o=




GB Algorithm

argmin Z L(y; 1)

v =l

|\>|_s

(56 - Predicted)?

In other words, if we plot the
Weight Observed We?ghts ona
number line...




GB Algorithm

argmin Z L(y;,y)

/ i=1

X ...then we want to find the

Weight L.|_ p point on the line that

minimizes the sum of the
squared residuals...




GB Algorithm

A
Weight ==

NOTE: We could use

Gradient Descent to

find the optimal value
for Predicted...

1/2 x Sum
of Squared
Residuals

55 70 85



GB Algorithm

Weight
(kg)
88

76

56

Predicted =88 + 76 + 56

3
...and we end up with

the Average of the
———— QObserved Weights.



GB Algorithm

F(x) = argmin Z L(y;7)

We have now create
the initial predicted
value, Fo(x)...

N

i=1

Fo(x) = 88 + 76 + 56
3




GB Algorithm

Fy(x) = argmin Z L(y;, 1)
4 i=1

...and it equals 73.3. Fo(x) = 88 + 76 + 56
3

=73.3




GB Algorithm

Fy(x) = argmin z L(y;7)
/4 i=1

Fo(x) = 88 + 76 + 56
3

That means that the
initial predicted value,
Fo(x), is just a leaf. = 73.3

|



GB Algorithm

Now we can work on Step 2...

Step 2: form =1 to M.

oL(y;, F(x;
(A) Compute r;, = - [ 0 15D fori=1,..,n
OF0) ] pyer,

(B) Fit a regression tree to the rim values and create terminal
regions Rjm, forj=1...dm

(C) Forj=1...dm compute 7;, = argmin Z L(y, F,,_1(x) +7)

X,ER;;
] (A

m

(D) Update F,(x) = F,_(x) +v ) 7,/x € R,,)

m
Jj=1




GB Algorithm

Step 2: form =1 to M:

oL(y;, F(x;))
weorose. - |2
f ) Jr=r,
This part is just the d 1 ) —_—
derivative of the d Predicted 2 (Observed - Predicted)

Loss Function...



GB Algorithm

Step 2: form =1 to M:

(A)

This part is just the
derivative of the
Loss Function...

...with respect to the
Predicted value...

IOL(yi, F(x))
oF(x;)

F(x)=1:m—l(x)

d

d Predicted

% (Observed - Predicted)?



GB Algorithm

Step 2: form =1 to M:

) ldL(yi, F(x;))

oF(x;) F(x)=F,,_(x)

d
d Predicted

...and we’ve already 4 - -(Observed - Predicted)

calculated this.

% (Observed - Predicted)?




GB Algorithm

Step 2: form =1 to M.

(A‘ Compute r;,

Height Favorite e Weight ris
I, ) HP
(m) __ Color (kg) We’ve finished Part A of
16  Bue  Mae 88 14.7 Step 2 by calculating a Residual for

16 Green  Female 76 2.7 (_/ each Sample'

i Blue Female 56 -17.3



GB Algorithm

Step 2: form =1 to M.

(A) [ oL(y;, F(x;))

oF(x;)

T

NOTE: Before we move on, | just want
to point out that this derivative is the
Gradient that Gradient Boost is named
after.




GB Algorithm

Step 2: form =1 to M.

oL(y;, F(x;))

0F (x;)

Fx)=F,-1(x)

(A} Compute r;,, = — [ fori=1,..

| also want to point that the rjm values
are technically called Pseudo
Residuals.




GB Algorithm

(B) Fit a regression tree to the rim values and create terminal

regions Rjm, forj=1...dm

All this is saying is that we will build a regression tree...



GB Algorithm

Now let’s do Part C.

(C) Forj=1...dm compute 7;, = argmin Z L(y;, F,,_1(x) +7)

7 xER;




GB Algorithm

o

R1,1 Rz,1 In this part, we the

~—_ determine the Output
Values for each leaf.

(C) Forj =1...Jm compute y;, = argmin Z L(y, F,,_i(x) +7)

XER;;



GB Algorithm

Step 1: Initialize model with a constant value:| Fj(x) = argmin Z L(y,y)
Y=l

NOTE: This minimization is
like what we did in Step 1.

Yim = argmin 2 Ly, F,_{(x)+7)

XER;;




GB Algorithm

Given our choice of Loss Function,
the Output Values are always the
average of the Residuals that end

up in the same leaf.

%(Observed - Predicted)?



GB Algorithm

Now let’s do Part D!!!

‘]m
(D) Update F,(x) = F,_,(x)+v ) 7,/(x € R,,)
=1

im

j:




GB Algorithm

o D

Fi(x) = + 0.1 x

; R2,1
}/l,l — 17.3 yz,l = 87

In this example, we’ll set nu to 0.1.

‘]m
(D) Update F,(x) = F,_,(x) +v ) 7,/(x € R,,)
=1

]:



GB Algorithm

Height Favorite Qender Weight

(m) Color (ka)

1.6 Blue Male 88
1.6 Green  Female 76

1,53 Blue Female 56

Now we will use Fi(x) to
make new Predictions for
each sample.

J

(D) Update F,(x) = F,_(x) +v ) 7,l(x € R,,)
j=1



Gradient Boosting for Classification



Example

...and walk through, step-by-step, the most
common way that Gradient Boost fits a
model to this Training Data.

Likes Favorite Loves

Popcorn fge Color Troll 2 R
Yes 12 Blue Yes - + 0.1 x ”
- e

Yes 87 Green Yes -
7]

No 44 Blue No

Yes 19 Red No

No 32 Green Yes

No 14 Blue Yes




Example

~

When we use Gradient
Boost for Classification, the

initial Prediction for every

UClES  individual is the log(odds).
Yes
Yes
No
No

Yes

Yes




Example

<«— S0 this is the Initial Prediction.



Exa m p I e Just like with Logistic Regression,

0.693 «——— the easiest way to use the log(odds)
for Classification is to convert it to a
Probability...



Example

Just like with Logistic Regression,
0.693 «—— the easiest way to use the log(odds)
for Classification is to convert it to a
Probability...

...and we do that with a
Logistic Function.



Example

0.693

So we plug the log(odds) into the
Logistic Function...

Probability
of Loving =
Troll 2

elog(odds)

1 + elog(odds)



Example

0.693

...and we get 0.7 as the
Probability of Loving Troll 2.

Probability cogd) [

of Loving = =10.7]0.666
Tro||2g| 1 greionsd) |




Example

NOTE this are rounded values
0693

...and we get 0.7 as the
Probability of Loving Troll 2.

Probability cogd) [

of Loving = =10.7]0.666
Troll2g 1 el




Example

T

Since the Probability of Loving Troll 2 is greater

Probability of
Loving Troll 2

0.7

0666 than0.5, we can Classify everyone in the
Training Dataset as someone who Loves Troll 2.




Example
0.693

Probability of _

= 66 —
Loving Troll 2~ We can measure how bad the initial

Prediction is by calculating Pseudo
Residuals, the difference between
the Observed and the Predicted

values.
Yes

Yes
Residual = (Observed - Predicted)
No
No

Yes

Yes




Example

Then we calculate the

rest of the Residuals...

Residual = (Observed - Predicted)

Likes Favorite Loves

Popcorn g€ Color  Troll 2 pesigus
1 ,
Probability of
Loving Troll 2
| I
' Troli2 !
’ Vv
No 14  Bue Yes | 03 Lgeseils  {pves
Love




Example

Likes
Popcorn

Yes
Yes
No
Yes
No

No

12

87

44

19

32

14

Favorite
Color

Blue

Green

Blue

Red

Green

Blue

/———"H

Now we will build a Tree

Loves
Troll 2

Residual

0.3

0.3

s




Example

Likes Favorite
Popcorn Color
Yes 12 Blue
Yes 87 Green
No 44 Blue
Yes 19 Red
No 32 Green
No 14 Blue

Loves
Troll 2

Residual

0.3

0.3

Color = Red

And here’s the tree!




Example

Likes

Popcorn

Favorite
Color

Loves .
Troll 2 Residual

Yes

Yes

No

Yes

No

No

12

87

19

32

14

Blue

Green

Blue

Red

Green

Blue

Color = Red

-0.7

(0307 J03.03,08

In this simple example, we are
limiting the number of leaves to 3.

In practice people often set the
maximum number of leaves to be
between 8 and 32



Example

When we used Gradient Boost for
Regression, a leaf with single
Residual had an Output Value equal
to that Residual.



Example

In contrast, when we use Gradient Boost
for Classification, the situation is a little
more complex.



Example

\

This is because the
Predictions are in terms of
the log(odds)...



Example

\

This is because the
Predictions are in terms of
the log(odds)...
...and this leaf is derived
1+ from a Probability...

Probability of
Loving Troll 2

0+ &
" Troll2 !
Doesn’t Love Loves




Example

X

/

...80 we can’t just add them
together to get a new
log(odds) Prediction without
some sort of transformation.



Example

When we use Gradient Boost for
Classification, the most common
transformation is the following formula.

v

Y Residual,

b3 [Previous Probability, x (1 — Previous Probabilityl.)]



Example

Probability of [
Loving Troll 9]

(\

..S0 we plug that in..

| / :

S
=




Example

...and we end up with -3.3
as the new Output Value
for this leaf.

-0.7 133

0.7x(1-07) L]




Example
£

-0.7
-3.3

03,07 J03.03.08
-1 1.4

We've calculated
Output Values for all three
leaves in the tree!



Example

+ 08 X
03,-07 §03,03,03
-1 1.4

-3.3

Now we are ready to
update our Predictions by
combining the initial leaf
with the new tree.



Example : CoIor:Réd »

Likes Favorite Loves 03, 03, 03 ',

Popcorn ge Color Troll 2

Yes Nz Blue Yes

...plus the Output Value from the
tree scaled by the Learning Rate...

\

log(odds) Prediction = 0.7 + (0.8 x 1.4)



Exa m p I e . Color = Réd ’»

Likes Age Favorite Loves '] 0-3, 03, 0.3 :

Popcorn Color Troll 2 14

Yes 12 Blue Yes

...and the new log(odds)
Prediction = 1.8.

log(odds) Prediction = 0.7 + (0.8 x 1.4) =

i,
o




Example

Likes Favorite Loves
Color Troll 2

Popcorn

Yes 12 Blue = Yes Now we convert the new log(odds)
Prediction into a Probability...

Probability = -£2od®

1 + elog(odds)

log(odds) Prediction = 0.7 + (0.8 x1.4) = 1.8



Example

Likes Favorite Loves
Color Troll 2

Popcorn

Yes 12 Blue  Yes Now we convert the new log(odds)
Prediction into a Probability...

. log(odd
Probabilty = £ <\
1 + elog(odds)

log(odds) Prediction = 0.7 + (0.8 x1.4) = 1.8




Example

Likes Favorite Loves

Popcorn ge Color Troll 2

Yes 12 Blue = Yes Now we convert the new log(odds)
Prediction into a Probability...

Probability = —Eeo— =0.9
1+el8




Example

Initial Probability 0.7
of Loving Troll 2 ™

log(4/2) = 0.7

...S0 we are taking a small step in
the right direction since this
person Loves Troll 2.

Likes Favorite Loves

Popcorn o Color Troll 2

Yes 12 Blue Yes

Probability = 131'8 40.9




Example

(] Abe Favorite Loves Predicted
Popcorn 9 Color Troll 2 Prob.

We save the new Predicted
Probability here.

Yes 12 Blue Yes

Probability = —&o— 40.9
1+el8 L—d




Example

-3.3
0307 [03.02.03
-1 1.4

Likes P Favorite Loves Predicted
Popcorn 9 Color Troll2  Prob.

Then we calculate the
Predicted Probabilities
for the remaining people.

No 14 Blue Yes



Example

And now, just like before, we
calculate the new Residuals...

Predicted

Prob. Residual
0.9
0.5
0.5
0.1
0.9

0.9




Example

We plot the Predicted
Probability...
Loves Predicted Residual
Troll 2 Prob.
1= &
Yes 0.5 /\
Probability ol 8. v
Loving Troll 2
' Troll2 !

Doesn’t Loves
Love



Example

...and the Residual is the

difference. Residual = (Observed - Predicted)

Loves Predicted

Toll2 | Prob, |resdual
14 @
Yes 0.5
Probability of fuvveereeresssees -
Loving Troll 2
' Troll2 !

Doesn’t Loves
Love



Exa m p I e Now that we have the

Residuals, we can
build a new tree...

Likes Favorite .
Popcorn fge Color

Yes 12 Blue 0.1
Yes 87 Green 0.5
No 44 Blue -0.5
Yes 19 Red -0.1
No 32 Green 0.1
No 14 Blue 0.1




GB Algorithm

Input: Data {(x;, y,)}._,, and a differentiable Loss Function L(y,, F(x))
Step 1: Initialize model with a constant value: F(x) = argmin Z L(y;,7)
7=l

Step 2: form =1 to M:

(A) Computer. = — for i = 1wt

m -

laL(}’,', F(X,))]
OF) | pyr,

(B) Fit a regression tree to the rim values and create terminal
regions Rjm, forj =1...dm

(C) Forj=1...dm compute 7, = argmin Z L(y,F,_,(x)+7)
! xgER;
JIH
(D) Update F,(x) = F,,_,(x)+v ) 7,/(x €R,,)
j=1

Step 3: Output Fy,(x)



GB Algorithm

Input:

a differentiable Loss Function L(y, F(x))

T

Now we need a differentiable
Loss Function that will work
for Classification.




Likes Favorite Loves

° Popcorn e Color Troll 2
G B AlgO rlth m Yes 12 Blue Yes
Log(Likelihood of the Observed Data given the Prediction) = No 87  Green  Yes
N No 44 Blue No
Y yixlog(p) + (1 - y) x log(1 - p)
1 2@
......................... - 0.67

Probability of
Loving Troll 2

o _ ¢ :
' Troll2 !

Doesn’t Loves
Love




N
-| Observed x log(p) + (1 - Observed) x log(1 -p)] Z yixlog(p) + (1 - yi) xlog(1 - p)
i=1

We converted the negative
log(likelihood) of the data, which is a
function of the predicted probability, p...

5) -Observed x log(odds) + log(1 + eloglodds))

\ ...Into a function of the predicted
— log(odds).

This is the Loss function




GB Algorithm

-Observed x log(odds) + log(1 + eloglodds)) =

d log(odds)

So let’s take the derivative
of the Loss Function with
respect to the predicted
log(odds).



GB Algorithm

d log(odds)

glog(odds)

= -Observed +
1 + elog(odds)

= -Observed + p

Indeed, in the previous example we performed
« 1-0.7=0.3
« 0-0.7=-0.7

-Observed x log(odds) + log(1 + eloglodds)) = —



GB Algorithm

We have
created the initial
predicted
log(odds), Fo(x)...

\

Fy(x) = argmin Z L(y;,7)

/ i=1

Fofx) = log(%)




GB Algorithm

Fy(x) = argmin ) L(y,7)
7=l

Fofx) = log(--)
So this is the initial 1

leaf, Fofx). e



GB Algorithm

Step 2: form =1 to M:

A [dL<y,~, F(x)

f oF (x;) ] F(x)=F,_,(x)

This is just the -Observed x log(odds) + log(1 + eloglodds))
derivative of the d log(odds)

Loss Function...




GB Algorithm

Step 2: form =1 to M:

oL(y;, F(x;))
(A) [ = ]
() F()=F,_,(x)
This is just the -Observed x log(odds) + log(1 + eloglodds))
derivative of the d log(odds)

Loss Function...

...with respect to the
predicted log(odds)...



GB Algorithm

Step 2: form =1 to M:

oL(y; F(x;))
e )
F&) L =, 0
-Observed x log(odds) + log(1 + eloglodds))
d log(odds)
...and we’ve already glog(odds)

—> |=(-Observed +

calculated this. 1 + elog(odds)




GB Algorithm

Step 2: form =1 to M:

oL(y;, F(x;)
aF(xi)

(A) = [

] F(.\‘)ZF",_|(-\')

...and that leaves us
with this equation for ~
calculating Pseudo

Residuals. glog(odds)
(Observed -
1 + elog(odds)




GB Algorithm

Step 2: form =1to M:

oL(y; F(x;))
oF(x))

(A) _ [

] F(“‘):Fm— 1 (\)

NOTE: As we have Observed -
seen before, we can — ( P
replace this term with f

the predicted

ili log(odds)
probability, p...  (Observed - glog(odds

1 + glog(odds)



GB Algorithm

Step 2: form =1 to M:

i i [dL<.v,~, F(x)

oF (x;) ] F(x)=F,_,(x)

...S0 we can think of the
Pseudo Residuals as the =~
Observed probability
minus the Predicted
probability...

(Observed - p)



GB Algorithm

(B) Fit a regression tree to the rim values and create terminal

regions Rjm, forj =1...dm

Now we are ready for Part B, where
we will build a regression tree.



GB Algorithm

Now let’s do Part C.

(C) Forj =1...dm compute y;, = argmin Z L(y;, Fppy(x) +7)

! xgER;




Likes Favorite Loves
° Popcorn Color Troll 2
GB Algorithm e e

No 87 Green Yes

No 44 Blue No

R1,1

H

find the
Output Value for this leaf.



Likes Favorite Loves

° Popcorn e Color Troll 2

GB Algorithm AL
No 87 Green Yes

No 44 Blue No

R1,1

Y Residual;

Y |Previous Probability, x (I — Previous Probabilityi)]

Residual
px(1-p)

0.33/(2/3 x 1/3) = 1.48



Likes Favorite Loves
° Popcorn Color Troll 2
GB Algorithm e e

No 87 Green Yes

No 44 Blue No

R1,1

’

...and the output value
for leaf R1,1 is 1.5.




Likes Favorite Loves
Age

° Popcorn Color Troll 2

G B AlgO rlth m Yes 12 Blue Yes
No 87 Green Yes

Likes Popcorn No 44 Blie  No

Residualz + Residuals
y’ —
“ U Ip2x(1-p2) ]+ [pax(1-pg]
Y Residual;



GB Algorithm

R> 1

...and the output value
for leaf Ra,1 is -0.77.




GB Algorithm

In Part D, we make a new
prediction for each sample.

\/

JIN
(D) Update Fm(x) = Fm—l(x) +v z 7/'1711()( = ij)
=1



GB Algorithm

Fox) Likes Popcorn
IR 109(2/1) = 0.69 | VR:Ry 033 |0.33,-0.7
v e .
R1,1 Rz,1

}/1,1 = 1.5 }’2’1 - - 0.77

...the Output Values
from the first tree we
made.

\

‘,m
(D) Update F,(x) = F,_,(x)+v ) 7,/ €R,,)
j=1



Gradient Boost Improved

* XGBoost (Extreme Gradient Boost)
* LightGBM (Light Gradient Boosting Machine)
* Both designed for large complex datasets

Mass Age BP Color Movie Car Hair
120 23 102 Brown T2 Ford Long
150 25 98 Brown Frozen Kia Short
165 22 130 Black Spiderman Ford Short
123 45 98 Red T2 Kia Long

156 33 78 Brown Frozen 2 Ford Long



XGBoost Characteristics

* Gradient Boost

* Regularization

* A Unique Regression Tree

* Approximate Greedy Algorithm

* Weighted Quantile Sketch

* Sparsity-Aware Split Finding

* Parallel Learning

* Cache-Aware Access

* Blocks for Out-of-Core Computation



XGBoost Characteristics

 Gradient Boost
 Regularization

* A Unique Regression Tree

* Approximate Greedy Algorithm

* Weighted Quantile Sketch

* Sparsity-Aware Split Finding

* Parallel Learning

* Cache-Aware Access

* Blocks for Out-of-Core Computation



XGBoost Tree

Drug
Effectiveness
10 =~
OO to keep the
5 -1 examples from getting out of
hand, we will use use this
s o super simple Training Data.
e o
10+ @
15 —
0 20 40

Drug Dosage (mg)



XGBoost Tree

Predicted Drug
Effectiveness

The very first step in fitting
XGBoost to the Training

Data is to make an initial

prediction.




XGBoost Tree

Predicted Drug

Effectiveness This prediction can be
anything, but by default it is
0.5, regardless of whether you
are using XGBoost for
Regression or
Classification.




XGBoost Tree

Predicted Drug
Effectiveness

Drug The prediction, 0.5,
Effectiveness corresponds to this thick,
10 = black, horizontal line...

0 20 40
Drug Dosage (mg)



XGBoost Tree

Predicted Drug
Effectiveness

Drug ...and the Residuals, the
Effectiveness differences between the Observed
10 = and Predicted values, show us how
good the initial prediction is.

0 20 40
Drug Dosage (mg)



XGBoost Tree

Dosage < 15

Dosage < 30
Drug

Effectiveness

10

B L Y : However, unlike unextreme Gradient
Boost, which typically uses regular,
- off-the-shelf, Regression Trees...

gl |

10+ @

15 +————
0 20 40

Drug Dosage (mg)



XGBoost Tree

Dosage < 15

Dosage < 30
Drug

Effectiveness

10 —

5 =4 4t ...XGBoost uses a unique
P Regression Tree that | call an
| e ——— XGBoost Tree.

I I
0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness

10 ==

Each tree starts out as
— a single leaf...

0 20 40
Drug Dosage (mg)




XGBoost Tree

Drug
Effectiveness

10

...and all of the
Residuals go to the
leaf.

0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness

10 ==

5 : Now we calculate a Quality
8 Score, or Similarity Score,
() ———— for the Residuals.

0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness
10 =
0?
5 : o Sum of Residuals, Squared
P Similarity Score = ———
0 e——— Number of Residuals + A
IR /‘
104 6 NOTE: A (lambda) is a
| | Regularization parameter,

0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness

10

3 . . . _7- 2
0 4+0

0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness

10 o
5 A

0_-*..

10 =+

15 +———

0 20 40
Drug Dosage (mg)

(4P

Similarity Score =
4 4+0

I
SN

Thus, the Similarity Score for the
Residuals in the root = 4.



XGBoost Tree

ngnamy=4

Drug
Effectiveness
10 =
| e?
Now the question is whether or
() —f———— not we can do a better job
clustering similar Residuals if
gk we split them into two groups.
@
10+ 6
15 +——4——

0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness

10 —

0

|
20

Drug Dosage (mg)

|
40

To answer this, we first focus
on the two observations with
the lowest Dosages.



XGBoost Tree

Drug
Effectiveness _
10 =g
5 —- © Their average Dosage is
: 15, and that corresponds to
0 = this dotted red line.
N o
10+ &
15 —

0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness _
10 =
L Residual
5 E Similarity Score = Sum of Residuals, Squared
5 17
...by plugging the one
10+ @: Residual into the numerator...
15 4—H—

0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness /

10 = :
:@?
5 — 2 o Sum of Residuals, Squared
: Similarity SCOre = m——
0 4 . Number of Residuals + A
-5 == -
O ...and calculate the Similarity Score
-10 —1» for the Residuals that go to the leaf
) | on the right.
0 20 40

Drug Dosage (mg)



XGBoost Tree

Drug

Effectiveness

10 —

o®

0

5 |
20 40

Drug Dosage (mg)

Similarity =
14.08

So let’s put Similarity = 14.08 under
the leaf so we can keep track of it.



XGBoost Tree

Drug
Effectiveness

10 =

20 40
Drug Dosage (mg)

-10.5, 6.5, 7.5, -7.5 NiglENIVER:

when the Residuals
in a node are very different, they
cancel each other out and the

Similarity Score is relatively small.



XGBoost Tree

Drug
Effectiveness

10

10+ O
15 +—H—

0 20 40
Drug Dosage (mg)

Similarity =
110.25

In contrast, when the Residuals are
similar, or there is just one of them,
they do not cancel out and the
Similarity Score is relatively large.



XGBoost Tree

Similarity = 4
- -105 |l 65,75,-75
Similarity = Similarity =
110.25 14.08

Now we need to quantify how much
better the leaves cluster similar
Residuals than the root.



XGBoost Tree

Gain =

N

We do this by calculating the Gain of
splitting the Residuals into two groups.



XGBoost Tree

Similarity =

! 110.25

Gain = LeftSimiIarity

.

Gain is equal to the Similarity Score for
the leaf on the left...



XGBoost Tree

Similarity =

/ 14.08

Gain = Leftsimilarity + Rightsimilarity

/’

...plus the Similarity Score for the leaf
on the right...



XGBoost Tree

-10.5, 6.5, 7.5, -7.5 NiylElnVEr!

Gain = Leftsimiarity + Rightsimilarity = ROOtsimiarity

/-\/

...minus the Similarity Score
for the root.



XGBoost Tree

Gain=110.25 +14.08 - 4

=120.33




XGBoost Tree

Dosage < 15

Gain=110.25 +14.08 - 4 =120.33

Now that we have calculated the
Gain for the threshold Dosage < 15,
we can compare it to the Gain
calculated for other thresholds.




XGBoost Tree

Drug
Effectiveness

10 -
o®

5 - So we shift the threshold
o over so that it is the
101 @: average of the next two

P | observations...
'1 5 : | |
0 20 40

Drug Dosage (mg)




XGBoost Tree

Drug

Effectiveness .
10 - EQ

s+ G

0 _ﬁ
-5 =18 So we shift the threshold

® over so that it is the
101+ @ : average of the next two
| : | observations...

0 20 40
Drug Dosage (mg)



XGBoost Tree

Dosage < 22.5

Drug
Effectiveness

10 =

...and build a simple tree
that divides the observations
using the new threshold,

o | Dosage < 22.5.
0 20 40
Drug Dosage (mg)




XGBoost Tree

Drug
Effectiveness

10

Gain=8+0-4=4

S5+ i1 Since the Gain for Dosage < 22.5 (Gain = 4) is less
: than the Gain for Dosage < 15 (Gain = 120.33),
Dosage < 15 is better at splitting the Residuals into

e - , clusters of similar values.
) L |
0 20 40
Drug Dosage (mg)




XGBoost Tree

Drug
Effectiveness

10 ==

Gain =4.08 +56.25 - 4 = 56.33

S5 Again, since the Gain for Dosage < 30 (Gain =
i@ 56.33) is less than the Gain for Dosage < 15 (Gain =
120.33), Dosage < 15 is better at splitting the
5 o observations.

0 20 40
Drug Dosage (mg)




XGBoost Tree

Dosage < 15

Drug
Effectiveness

10

: ...and we will use the threshold that
10 = O : gave us the largest Gain, Dosage < 15,
: for the first branch in the tree.

I I
0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness T
10

P : ‘
~ ® Now, since there is only one
40 -2 Q Residual in the leaf on the left, we

can’t split it any further.

I I
0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness

10 —

5 -2
o However, we can split the 3
101 @ Residuals in the leaf on the right.
15 1—H—

0 20 40
Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness
10—
25 So we start with these two
0 o i—— observations...
-5 ==
A0 =k
T
-15 1 |
0 20 40

Drug Dosage (mg)



XGBoost Tree

Drug
Effectiveness .
10— |
: 99
5 = S ...and their average Dosage is
Pini 22.5, which corresponds to
Q) =g 5-'—5 : this dotted green line.
-5 =
10 =+
NH
‘15 . | - |

0 20 40
Drug Dosage (mg)



XGBoost Tree

Dosage < 22.5

And we get Gain = 28.17 for
when the threshold is
Dosage < 22.5.

Gain=42.25 +0-14.08 = 28.17



XGBoost Tree

Similarity
=14.08

Dosage < 30

And we get Gain = 140.17,

which is much larger than

28.17, when the threshold
was Dosage < 22.5.

Gain =98 + 56.25 - 14.08 = 140.17



XGBoost Tree

Dosage < 30

Drug
Effectiveness .
10 Tt 6.5,7.5
Y4
> i i i1 Sowe will use Dosage < 30
() o i 2 the threshold for this
S | branch.
-5 -1 :
. 0
0T @: Gain =98 + 56.25 - 14.08 = 140.17
-
-15 - I

0 20 40
Drug Dosage (mg)



XGBoost Tree

Dosage < 30

Dosage < 15

NOTE: To keep this example from
getting out of hand, I've limited the
tree depth to two levels...



XGBoost Tree

...and this means we will not split this )
leaf any further, and we are done
building this tree.



XGBoost Tree

Dosage < 15

Dosage < 30

However, the default is to
allow up to 6 levels.



Tree Pruning

Dosage < 30

Dosage < 15

Now we need to talk about
how to Prune this tree.



Tree Pruning
Gain = 120.33

Gain = 140.17

Dosage < 30

We Prune an XGBoost Tree
based on its Gain values.

We set a threshold parameter gamma.
Then we cut leaves with a gain less than gamma.



Tree Pruning

Predicted Drug
Effectiveness
Drug
Effectiveness
10 = ®
s+ 0
P Now let’s go back to the
UL original Residuals...
54
O
10+ @
15 4————

0 20 40
Drug Dosage (mg)



Tree Pruning

Drug
Effectiveness _
10 — :
P 4
S-TFIEE ! G o Sum of Residuals, Squared
E Similarity SCore = m———
0 L B Number of Residuals + A
ST i Q ...only this time, when we
10+ @: calculate Similarity Scores,
: we will set A (lambda) = 1.
i & |
15 — ,

0 20 40
Drug Dosage (mg)



Tree Pruning

Drug
Effectiveness _
10 = -
PN
5 - 5 o Sum of Residuals, Squared
o Similarity SCOre = m——
0 . — Number of Residuals + 1

-5 =I=R Remember A (lambda) is a Regularization
: o Parameter, which means that it is intended to
reduce the prediction’s sensitivity to individual

) | observations.
0 20 40

Drug Dosage (mg)




Tree Pruning

-10.5, 6.5, 7.5, -7.5

v

(-10.5+6.5+7.5+-7.5?

Similarity Score =
4 +1

Now the Similarity
Score for the root is...



Tree Pruning

10,5, 6.5, 7.5, -7.5 ekl

=32
Similarity Score = (WF 3.2

...3.2, which is 8/10s of
what we got when A = 0.



Tree Pruning

Similarity
=8.2
- -105 |l 65,75,-75
Similarity Similarity
=556:12 =10.56

So, one thing we see is that
when A > 0, the Similarity
Scores are smaller...



Tree Pruning

Similarity
=3.2
- -105 |l 65,75,-75
Similarity Similarity
=155:12 =10.56

...and the amount of decrease is
inversely proportional to the
number of Residuals in the node.



Tree Pruning

Similarity
=95:12

In other words, the leaf on the left
had only 1 Residual, and it had
the largest decrease in Similarity
Score, 50%.



Tree Pruning

105,65, 7.5, -7.5 RSN

In contrast, the root had all 4
Residuals and the smallest
decrease, 20%.



Tree Pruning

-10.5, 6.5, 7.5, 7.5 f“g‘iz'a”"y

Gain = 55.12 + 10.56 - Rootsimilarity

Now when we
calculate the Gain...



Tree Pruning

Gain = 55.12 + 10.56 - 3.2‘: 62.48
...we get 66, which is a Iot_/
less than 120.33, the value

we got when A = 0.




Tree Pruning

Gain = 82.9

Dosage < 30

Similarly, when A = 1, the
Gain for the next branch is
smaller than before.



Tree Pruning

Gain = 62.49 gL R E

Gain = 82.9

WhenA =1... Dosage < 30

SowhenA>0,itis
easier to prune leaves
because the values for

Gain are smaller.
WhenA =0...

Gain = 120.33 ELEELEREE
Gain = 140.17
Dosage < 30



Tree Pruning

Gain = 62.49 I LI ERE

Gain = 82.9

Dosage < 30

NOTE: Before we move on,
| want illustrate one last
feature of A (lambda).



Tree Pruning

For this example, Dosage < 22.5
imagine we split this
node into two leaves. g




Tree Pruning

That means the Gain is...
-16.06.

Gain=21.12 + 28.12 - 65.3 =

-16.06

Gain =
-16.06

Dosage < 22.5



Tree Pruning

That means the Gain is... Gain =
-16.06. -16.06 Dosage < 22.5

Gain = 21.12 + 28.12 - 65.3 =|-16.06

Also if we set gamma equals to O we prune this branch



Leaves Update

Dosage < 15

For now, regardless of A
(lambda) and y (gamma),
let’s assume this is the
tree we are working with...



Leaves Update
105

...and determine the Output
Values for the leaves.



Leaves Update

NOTE: The Output Value equation
is like the Similarity Score except
we do not square the sum of the
residuals.

Sum of Residuals

Output Value =

Number of Residuals + A

Sum of Residuals, Squared

Similarity Score = .
Number of Residuals + 1




Leaves Update

105

If A =0, then there is no
Regularization and the

Output Value = -10.5. ’\

Output Value = i =-10.5
1+0




Leaves Update
105

On the other hand, ifA =1...

-10.5
1+A

Y,

Output Value =




Leaves Update

105

...the Output Value = -5.25. '\

Output Value = ol I
1+1




Leaves Update

Dosage <V15

Drug
Effectiveness _
10 ~ppat In other words, when A > 0,
: then it will reduce the amount
ST that this individual observation
() et adds to the overall prediction.
35 -10.5
: o Output Value = ==5.25
-5 e E E 8 pu 1 + 1
10+ O
15 4—H——

0 20 40
Drug Dosage (mg)



Leaves Update

Dosage <V15

Drug
Effectiveness
10 — : Thus, A (lambda), the
Regularization Parameter, wil
5 —- reduce the prediction’s
5 sensitivity to this individual
0-F : : observation.
P -10.5
5 i Output Value = =-5.25
P 1+1
10+ O
15 4—H—

0 20 40
Drug Dosage (mg)



Leaves Update

Dosage < 15

Dosage < 30
Output =-10.5

Now, at long last, the Output =7 Output = -7.5
first tree is complete!



Tree Prediction

Dosage < 15

Dosage < 30

Output =-10.5 |

Output =7 Output =-7.5

Since we have built our first tree,
we can make new Predictions.



Tree Prediction
Predicted Drug
Effectiveness

And just like unextreme Gradient
Boost, XGBoost makes new
predictions by starting with the initial

Prediction...



Tree Prediction
Predicted Drug
Effectiveness

"+ LeamingRate X

A m Dosage < 30
Output =-10.5 |,

Dosage < 15

Output =7 Output =-7.5

...and adding the output of the Tree,
scaled by a Learning Rate.



Tree Prediction

Predicted Drug
Effectiveness Dosage < 15
05 == Learning Rate X
ﬁ Dosage < 30

QOutput =-10.5

Output =7 Output =-7.5

XGBoost calls the Learning Rate, ¢
(eta), and the default value is 0.3, so
that’s what we’ll use.



Tree Prediction

Predicted Drug
Effectiveness Dosage < 15
EEE + 03 X

m Dosage < 30

Output =-10.5

Output =7 Output =-7.5

XGBoost calls the Learning Rate, ¢
(eta), and the default value is 0.3, so
that’s what we’ll use.



Tree Prediction

Drug
Effectiveness

10 -

s Thus, the new Predicted
value for this observation,
"9 T with Dosage = 10...

15 4——f——
0 20 40
Drug Dosage (mg)




Tree Prediction

Predicted Drug
Effectiveness
Drug
Effectiveness
10 ==
0.5
5 =t
0 -
...Is the original prediction,
5 0.5...
10+ @
15 +————
0 20 40

Drug Dosage (mg)



Tree Prediction
Predicted Drug
Effectiveness

Drug

Effectiveness

10 —

+ 0.3

0.5+ (0.3

...plus the Learning Rate, ¢ (eta), 0.3...

0

|
20

Drug Dosage (mg)

|
40



Tree Prediction
Predicted Drug

Effectiveness Dosage < 15

. 0.3 X

Drug N——
Effectiveness / Output =-10.5
10

. 0.5 + (0.3 x-10.5)

0 b=

5 ...times the Output Value, -10.5...
10+ @
15 +————

0 20 40
Drug Dosage (mg)



Tree Prediction

Predicted Drug |
Effectiveness Dosage < 15
+ 0.3 X
Drug S—
Effectiveness Output =-10.5

10 =
0.5 + (0.3 x-10.5) = -2.65

1 \

...and that gives us -2.65.

15 o]
0 20 40
Drug Dosage (mg)



Tree Prediction

Predicted Drug
Effectiveness
Drug
Effectiveness
10 =
B ke
i \ So, if the original
5 - Prediction was 0.5...
10+ ©
15 o]
0 20 40

Drug Dosage (mg)



Tree Prediction

Predicted Drug
Effectiveness
Drug
Effectiveness
10 =
5 -
0 _*
__ ...then this was the
54 € original Residual.
10+ ©
-15 | |

0 20 40
Drug Dosage (mg)



Tree Prediction

Predicted Drug ~
Effectiveness Dosage < 15
+ 0.3 X
Drug | —
Effectiveness Output =-10.5

10 == |

' 0.5 + (0.3 x-10.5)= -2.65
0T

The new prediction is
B -2.65...

0 20 40
Drug Dosage (mg)



Tree Prediction

Predicted Drug

Effectiveness D»osage = 15_
o= 0.3 X
Drug ——0
Effectiveness Output = -10.5
10 ==
. 0.5+ (0.3x-10.5) =-2.65
o — ...and we see that the new
— Residual is smaller than before, so
5= / we’ve taken a small step in the
right direction.
10+ ©
15 —

0 20 40
Drug Dosage (mg)



Building More Trees

Drug
Effectiveness
10 = ®
R
: & Now we build another
0 = tree base_d on the new +0.3x R
10+ @
15 +———
0 20 40

Drug Dosage (mg)



Building More Trees

Drug
Effectiveness

10

O ———— ...and make new
L > predictions that give us +0.3x H
even smaller residuals... R

0 20 40
Drug Dosage (mg)



Building More Trees

Drug
Effectiveness
10 = ®
5L O
e ...and then build another
0= tree based on the newest
: Residuals...
10+ O
+ 0.3 X R

15 +———
0 20 40 R

Drug Dosage (mg)



Building More Trees

Drug
Effectiveness
10 =
o®
5 —t - ...and we keep building trees
until the Residuals are super
0+ small, or we have reached the
_:__ maximum number.
5 o
10+ @
5 +——+——
0 20 40

Drug Dosage (mg)



Building More Trees

Drug
Effectiveness
10 =
0?
5 : ...and we keep building trees
until the Residuals are super
0+ small, or we have reached the
maximum number.
5 -E : o
10+ 6
15 | |
0 20 40

Drug Dosage (mg)



Building More Trees

Drug
Effectiveness
10 o
5 e ...and we keep building trees
until the Residuals are super
0 -+ small, or we have reached the

maximum number.

0 20 40
Drug Dosage (mg)



Building More Trees

Drug
Effectiveness
10 =
5 —t C ...and we keep building trees
until the Residuals are super
0 -+ small, or we have reached the
maximum number.
_5 —_
ﬁ
=1 w
15 —

0 20 40
Drug Dosage (mg)



XGBoost for Classification

to keep the examples
from getting out of hand, we will
use this super simple Training
Data consisting of 4 different
Drug Dosages.

0, 00 @

I
0 10 20
Drug Dosage (mg)



XGBoost for Classification
Predicted Drug
Effectiveness

The very first step in fitting
XGBoost to the Training

Data is to make an initial

prediction.




XGBoost for Classification

Predicted Drug
Effectiveness
We can illustrate the initial
prediction by adding a y-axis
to our graph to represent the
Probability that the Drug is
Effective...
1 [
Probability
thatthe |
Drug is
Effective
0-- i i 1 I
I i 1 1
0 10 20

Drug Dosage (mg)



XGBoost for Classification
Predicted Drug
Effectiveness

...and drawing a thick black
line at 0.5 to represent a 50%
chance that the drug is effective.

1--

Probability

Drug is
Effective

0-- fi 1 1 |

I
0 10 20
Drug Dosage (mg)




XGBoost for Class

1--

Probability
that the

ification

Since these two Green Dots
represent effective dosages, we
will move them to the top of the
graph, where the probability that

the drug is effective is 1.

Drug is
Effective /

0T, 00

Drug Dosage (mg)

|
0 10 20



XGBoost for Classification

1+ 00
Probability
that the
Drug is
Effective
0 T i | I
i i i
0 10

Drug Dosage (mg)

Since these two Green Dots
represent effective dosages, we
will move them to the top of the
graph, where the probability that

the drug is effective is 1.



XGBoost for Classification

These two Red Dots represent
ineffective dosages, so we will
leave them at the bottom of the
graph, where the probability that
the drug is effective is 0.

1+ 0@
Probability
that the
Drug is
Effective
oT® . . O
i I 1
0 10 20

Drug Dosage (mg)



XGBoost for Classification

The Residuals, the differences
between the Observed and
Predicted values, show us how
good the initial prediction is.

T 00
Probability P
that the :
Drug is :
Effective | :
0-- . f i | ‘ 1
i i i I
0 10 20

Drug Dosage (mg)



XGBoost for Classification

Dosage < 15

ras
o

Now, just like we did for
Regression, we fit an
XGBoost Tree to the

Residuals...

N

T 00
Probability P
that the
Drug is
Effective :
0+ . | :
I [
0 10

Drug Dosage (mg)



XGBoost for Classification

...however, since we are using
XGBoost for Classification,
we have a new formula for the
Similarity Scores.

\

()’ Residuali)?

Z |Previous Probability; x (1 - Previous Probability;)|+ A




XGBoost for Classification

Similarity = 0 JLEEl RN L
So when we split the

Observations based on the Similarity Similarity

threshold Dosage < 15, ~ -
Gain = 1.33, =les =1
1T 00
Probabilty Gain=0.33+1-0=1.33
that the A
Drugis | X
Effective : :
0-- . 1 | i . ]
t I | 1
0 10 20

Drug Dosage (mg)



XGBoost for Classification

Dosage < 15
Dosage <5 [ -0.5
Now, since I'm limiting trees to 2 levels, S—

we will not split this leaf any further, and | |
we are done building this tree. ‘




XGBoost for Classification

Dosage < 15
Dosage <5
The minimum number of Residuals |

in each leaf is determined by
calculating something called Cover.



XGBoost for Classification

Cover is defined as the denominator of
the Similarity Score minus A (lambda).

Similarity =
() Residual)?
z [Previous Probability; x (1 - Previous Probability;)|+ A




XGBoost for Classification

In other words, when we are using
XGBoost for Classification, Cover is
equal to...

Similarity =

(ZResiduaIi )2

Z [Previous Probability; x (1 - Previous Probability,-)]+ A



XGBoost for Classification

In other words, when we are using
XGBoost for Classification, Cover is
equal to...

1

!

Z |Previous Probability; x (1 - Previous Probability;)|




XGBoost for Classification

In contrast, when
XGBoost is used for
Regression and we are
using this formula for the
Similarity Score...

Sum of Residuals, Squared
Number of Residuals + A

Similarity Score =



XGBoost for Classification

...then Cover is equal to...

Sum of Residuals, Squared
Number of Residuals + A

Similarity Score =



XGBoost for Classification

...then Cover is equal to...

Number of Residuals




XGBoost for Classification

By default, the minimum
value for Cover is 1.

Number of Residuals




XGBoost for Classification

Thus, by default, when we
use XGBoost for
Regression, we can have as
few as 1 Residual per leaf.

Number of Residuals




XGBoost for Classification

In other words, when we use
XGBoost for Regression
and use the default
minimum value for Cover,
Cover has no effect on how
we grow the tree.

Number of Residuals




XGBoost for Classification

In contrast, things are way more
complicated when we use XGBoost for
Classification because Cover depends
on the previously predicted probability of

each Residual in a leaf.

z |Previous Probability; x (1 - Previous Probability;)|




XGBoost for Classification

For Classification, the the
Output Value for a leaf is...



XGBoost for Classification

NOTE: With the exception of A
(lambda), the Regularization
Parameter, this is the same
formula we used for unextreme
Gradient Boost.

(ZResidual,— )
z |Previous Probability; x (1 - Previous Probability;)|+ A




XGBoost for Classification

Dosage < 15
Dosage <5 0.5
- - Output

-0.5 05, 05 & -2

Hooray!!!
The first tree is
complete!

Output Output
=-2 =2



XGBoost for Classification

Dosage < 15
Dosage <5 -0.5 |
} Output

Output Output
=2 =2

Now that we have built
the first tree, we can
make new Predictions.



XGBoost for Classification
Predicted Drug
Effectiveness

Just like other boosting
methods, XGBoost for
Classification makes new
predictions by starting with

the initial prediction.



XGBoost for Classification
Predicted Drug
Effectiveness

However, just like with
unextreme Gradient Boost for
Classification, we need to
convert this probability to a
log(odds) value.



XGBoost for Classification
Predicted Drug
Effectiveness

Output = log(odds) = 0
So let’s put that under

the initial prediction so
we don’t forget.



XGBoost for Classification
Predicted Drug
Effectiveness

-

Output = log(odds) =0

Now, just like unextreme
Gradient Boost for
Classification, we add the
log(odds) of the initial
prediction...



XGBoost for Classification
Predicted Drug
Effectiveness

<= Learning Rate

Dosage < 15

Output = log(odds) = 0 Dosage < 5

Output
=-2

...to the output of the Tree, scaled by
a Learning Rate.

Output
= -2

Output
=2



XGBoost for Classification

1 .
o Thus, the new Predicted
Probability . ;
. value for this observation,
Drug is with Dosage = 2...
Effective
0-- . [ fl | ]
i | [ i
0 10 20

Drug Dosage (mg)



XGBoost for Classification
Predicted Drug
Effectiveness

Output = log(odds) = 0 —

...is the log(odds) of

= original prediction, 0...
Probability
that the
Drug is
Effective
log(odds) Prediction =0
0-- . f | i | g( )
i I i i
0 10 20

Drug Dosage (mg)



XGBoost for Classification
Predicted Drug
Effectiveness

=+ 0.3

Output = log(odds) =0

...plus the Learning Rate

1T (€, eta), 0.3...
Probability
that the
Drug is
Effective
log(odds) Prediction =0 + (0.3
S — g(odds) (
i | 1 I
0 10 20

Drug Dosage (mg)



XGBoost for Classification
Predicted Drug
Effectiveness

Dosage <'15

-

Output = log(odds) =0

...times the Output Oftf);t
1+ Value, -2... -
Probability
that the
Drug is
Effective
0+@® log(odds) Prediction =0 + (0.3 x -2)
| | i |
| I i i
0 10 20

Drug Dosage (mg)



XGBoost for Classification

Predicted Drug
Effectiveness

<4

Output = log(odds) = 0

1--

Probability
that the
Drug is
Effective
I Ml 1 |

01T@
i —

I
0 10 20
Drug Dosage (mg)

Dosage <'15

0.3X

Dosage < 9

...and that gives Outpu

us a log(odds) =-2
value = -0.6.

log(odds) Prediction =0 + (0.3 x -2) = -0.6



XGBoost for Classification

1--

Probability
that the
Drug is
Effective

i | Il 1

0+ @
i i i

)
0 10 20
Drug Dosage (mg)

To convert a log(odds)
value into a probability,
we plug it into the
Logistic Function.

Probability = oo

1 + elog(odds)

log(odds) Prediction =0 + (0.3 x -2) = -0.6



XGBoost for Classification

...and the the new

14 predicted probability is /\
0.35.
Probabil Q.
ol Probability = ——— |=0.35
Drug is 1+e?
Effective
0+@® log(odds) Prediction =0 + (0.3 x -2) = -0.6
——+
0 10 20

Drug Dosage (mg)



XGBoost for Classification
Predicted Drug
Effectiveness

Output = log(odds) =0

Remember, the original

1+ Prediction was 0.5...
" N
Chatthe / Probabilty = —— = 0.35
Drug is +e™
Effective
0+ @ log(odds) Prediction =0 + (0.3 x-2) = -0.6
i | i 1
I 1 | I
0 10 20

Drug Dosage (mg)



XGBoost for Classification
Predicted Drug
Effectiveness

Output = log(odds) =0

...and this was the

1+ original Residual.
Probabili 0.
ol Probability = ——|=0.35
Drug is : 1 g
Effective -
0+ . log(odds) Prediction =0 + (0.3 x-2) = -0.6
—t—
0 10 20

Drug Dosage (mg)



XGBoost for Classification
Predicted Drug
Effectiveness

Output = log(odds) =0

Now the new predicted

ik probability is 0.35...
Probabil 0.

et Probability = —& 060 =035

Drug is - 146

Effective :

0+ . log(odds) Prediction =0 + (0.3 x -2) = -0.6
—t—
0 10 20

Drug Dosage (mg)



XGBoost for Classification
Predicted Drug
Effectiveness

Output = log(odds) =0

...and the new Residual
is smaller than before, so
we have taken a small

1+ step in the right direction!!!
Probabili 0.
el Probability = ——|=0.35
Drug is 1 g
Effective |
A o
0+© log(odds) Prediction =0 + (0.3 x-2) = -0.6
o
0 10 20

Drug Dosage (mg)



LightGBM

* LightGBM (by Microsoft) is a distributed high-performance framework
that uses decision trees for ranking, classification, and regression
tasks.

* Advantage w.r.t. XGBoost

* Faster training speed and accuracy resulting from LightGBM being a
histogram-based algorithm that performs bucketing of values (also requires

lesser memory)

* Also compatible with large and complex datasets but is much faster during
training

e Support for both parallel learning and GPU learning



LightGBM vs XGBoost

* XGBoost: level-wise (horizontal) growth

Som e

 LightGBM: out leaf-wise (vertical) growth

.’\...(.(:\...32\., ......

* LightGBM is significantly faster than XGBoost but delivers almost equivalent performance



Gradient-Based One-Side Sampling (GOSS)

* In Gradient Boosted Decision Trees, the data instances have no native
weight which is leveraged by GOSS.

* Data instances with larger gradients contribute more towards
information gain.

* To maintain the accuracy of the information, GOSS retains instances
with larger gradients and performs random sampling on instances
with smaller gradients.



Exclusive Feature Bundling (EFB)

 EFB is a near lossless method to reduce the number of effective
features.

* Just like One-Hot encoded features, in the sparse space, many
features rarely take non-zero values simultaneously.



LightGBM and XGBoost

* Handling Categorical Features
* Handling Missing Values
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